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Any linear binary classifier separates the space Rd of all data points xn into two half-spaces,
ideally splitting data points with positive label yn = 1 from those with negative label yn = −1. Of
course, the joint model p(x, y) from which the data are drawn may not be linearly separable. As a
consequence, linear classifiers typically allow for some misclassification.

Consider placing a decision boundary where it splits as much of the data as possible correctly
into the two classes. After this choice is made, there is often still quite a bit of freedom on the
exact position and orientation of the boundary: Especially when the dimensionality is large, it is
often possible to translate and rotate the plane somewhat, without changing the label the classifier
assigns to any of the training data. Placing the boundary in just the right place, in the face of this
freedom, is important, and drives the generalization performance of the classifier.

A logistic-regression classifier makes this choice somewhat arbitrarily, as its loss function pe-
nalizes every correctly classified training sample in the training set T according to how close it is
to the separating hyperplane. However, of all the data in T , the points that end up being close to
the boundary are the only data that really tells us where exactly the boundary should be, once the
boundary splits T correctly.

A different family of classifiers, called Support Vector Machines (SVMs), still uses a separating
hyperplane. However, after the hyperplane is placed so that it separates the data in T as well as
possible, it then “pays attention” only to training samples that are either incorrectly classified or
correctly classified but very close to the hyperplane.

To achieve this effect, the loss function used in SVMs insists that the decision boundary has as
wide a margin on both of its sides. A margin is a slab of space that has as few training samples as
possible. By leaving this “nearly empty space” around the decision boundary, SVMs ensure that
the probability that a new sample falls close to this boundary, and therefore possibly on the wrong
side of it, is minimized.

As a result, SVMs generalize much better than logistic-regression classifiers, at the cost of
solving a more involved optimization problem. Specifically, learning an SVM turns out to be a
strictly convex quadratic program. Fairly efficient algorithms exist for these problems, but they
do take longer than solving an unconstrained quadratic minimization problem of the type that
logistic-regression classifiers do. On the positive side, the solution is unique. In addition, the dual
problem will be shown to be in a form that allows going well beyond linear classification boundaries
through what are called kernels.

The next two sections discuss the geometry of high-margin binary classifiers and the attending
loss and risk function. Minimizing the empirical risk thus defined leads to what are called soft
SVMs, to distinguish them from the “hard” version, which makes the unrealistic assumption that
training data are linearly separable. The sections thereafter derive the dual formulation of soft
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SVMs, discuss the sample complexity of learning them, and introduce kernels. The qualifier “soft”
will be left implicit.

1 The Geometry of High-Margin Classifiers

Separating Hyperplane Consider a binary classification problem with data space X = Rd and
label space1 Y = {−1, 1}. A hyperplane in X can be represented by an equation of the form

nTx + c = 0 with ‖n‖ = 1 , (1)

where n is a unit vector in Rd and c is a scalar. The decision rule

ŷ = h(x) = sign(nTx + c)

classifies the sample (x, y) correctly (that is, ŷ = y) when2

nTx + c ≥ 0 if y = 1

and
nTx + c ≤ 0 if y = −1 .

These two inequalities can be written compactly as follows:

y(nTx + c) ≥ 0 (2)

since y ∈ {1,−1}.

Margin The margin of a sample (x, y) ∈ X × Y with respect to the separating hyperplane with
parameters v = (n, c) is the real value

µv(x, y)
def
= y (nTx + c) .

Thus, the margin of a sample is the left-hand side of the inequality 2, that is, the slack by which
the inequality is satisfied. A high-margin sample is well inside the correct decision region of the
classifier.

Geometrically, for a correctly classified sample, for which ŷ = y, the margin is the distance of
the data point from the separating hyperplane, as we saw when we discussed the geometry of linear
classifiers. For an incorrectly classified sample, the margin is the negative of this distance. Thus,
the margin of a sample is its signed distance from the decision boundary, which was called ∆(x) in
that discussion.

The margin µv(T ) of a training set

T = {(x1, y1), . . . , (xN , yN )}
1As you may have guessed by now, the specific choice of label names is conceptually irrelevant but simplifies the

mathematics. For SVMs, the savings from this choice are rather significant.
2We deem the classification of a sample on the decision boundary to be correct regardless of its estimated label.
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is the smallest margin of any of its samples:

µv(T )
def
= min

(x,y)∈T
µv(x, y)

and the hyperplane with parameters v is said to linearly separate training set T if

µv(T ) > 0 .

The training set T is linearly separable if there exists a hyperplane that linearly separates it.

2 Loss and Risk

The Hinge Loss A separating hyperplane for which the given training set T has a large margin
is likely to generalize well.3 However, a training set T may not be linearly separable at all, let alone
with a large margin: No matter where one places a separating hyperplane, some of the samples in
T may end up falling on the wrong side of it. A loss function is defined to encourage the training
algorithm to seek separating hyperplanes that achieve large margins for most of the data and as
few margin violations as possible.

Specifically, consider some strictly positive reference margin µ∗ > 0, and define the hinge loss

ξv(x, y) =
1

µ∗
max{0, µ∗ − µv(x, y)} .

Training samples with
µv(x, y) ≥ µ∗

are classified correctly with a margin at least µ∗, and incur zero hinge loss. On the other hand,
when

µv(x, y) < µ∗ ,

the training sample (x, y) falls short of the reference margin µ∗, and the hinge loss is positive.
Specifically, if 0 < ξ < 1, the training sample is correctly classified but by a smaller margin. When
ξ = 1, the sample is on the separating hyperplane, and when ξ > 1, the sample is misclassified.
Figure 1 illustrates.

The Empirical Risk A good classifier has a small average hinge loss and a large reference margin
µ∗. To define a risk function that captures this criterion, the separating hyperplane in equation 1
is rewritten as

wTx + b = 0 with w = ωn , b = ωc

and with

ω =
1

µ∗
. (3)

Then, the margin of sample (x, y) is

µ(w,b)(x, y) =
y

ω
(wTx + b) , (4)

3This fact is left to intuition for now. We will prove it if we end up covering statistical machine learning at the
end of the course.
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Figure 1: Top: The white area is the decision region for label 1, and the gray area is that for label
−1. The unit vector n is perpendicular to the decision boundary and points towards the region for
label 1. Middle: The hinge loss ξv(x, 1) for data whose true label is 1 is plotted as a function of
the margin µv(x, 1). The loss is equal to zero at the reference margin µ∗ and beyond, and is equal
to one on the decision boundary. Bottom: The function that relates the hinge loss ξv(x,−1) to the
margin µv(x,−1) for data whose true label is −1 is the same as that for true label 1. However, it
is plotted here with the abscissa pointing to the left so that it relates to the diagram at the top.

4



and the hinge loss can be rewritten as

ξ(w,b)(x, y) = max{0, 1− y(wTx + b)} . (5)

With these definitions, the empirical risk function is defined as the sum of ω2 = ‖w‖2 and a
multiple of the average hinge loss:

LT (w, b)
def
=

1

2
‖w‖2 +

C

N

N∑
n=0

ξ(w,b)(xn, yn) (6)

where C is some strictly positive constant.
The ERM classifier (w∗, b∗) = ERMT (w, b) implicitly finds a reference margin µ∗ that strikes a

balance between the two terms of the risk LT (w, b): Increasing the reference margin µ∗ reduces the
norm of w and improves the first term of the risk. However, the second term gets worse, because
a wider reference margin causes more training samples to fall short of it. By changing the value of
C, one can tune the trade-off implied by the two terms of LT (w, b). A large value of C leads to a
narrower reference margin (bigger ω, because the influence of the first term of LT (w, b) is reduced)
and fewer samples within the margin. Decreasing C has the opposite effect. A good value for C
can be found by cross-validation.

3 Support Vector Machines

The ERM classifier
(w∗, b∗) = ERMT (w, b) = arg min

(w,b)
LT (w, b) (7)

where the empirical risk is defined in equation 6 can be rephrased as a quadratic program, and
its solution is called a Soft Support Vector Machine (Soft SVM). A quadratic program is a convex
program with a quadratic target function. Because the quadratic norm is strictly convex and the
hinge loss is weakly convex, the risk LT (w, b) is strictly convex, and the solution to the quadratic
program is therefore unique.

To see how to cast this problem as a quadratic program, note that the independent variables
of this minimization problem are w and b, and the target function depends on them both directly
(in the first term) and through the hinge loss terms ξ(w,b)(xn, yn) where the function ξ is defined in
equation 5. However, this function is not differentiable, because of the max operator that appears
in its definition. A neat way to address this difficulty is to introduce the additional slack variables
ξn, and to observe that minimizing ξ(w,b)(xn, yn) over w and b is the same as minimizing ξn over
w, b, and ξn with the additional constraint

ξn ≥ ξ(w,b)(xn, yn) .

The advantage of doing so is that this last inequality can be rewritten as two separate, affine
constraints, because of the hinge form of ξ(w,b):

ξn ≥ 0 and ξn ≥ 1− yn(wTxn + b) . (8)

The first inequality holds tightly when 1 − yn(wTxn + b) ≤ 0, and the second holds tightly when
1 − yn(wTxn + b) ≥ 0. For any value of w and b, the slack variables ξn can be reduced freely to
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meet these constraints. Beyond that, the values of the variables ξn can be further reduced if and
only if the value of the right-hand side is reduced. Therefore, the two formulations are equivalent.

The resulting formulation is a quadratic program:

min
w,b,ξ

f(w, ξ) where f(w, ξ) =
1

2
‖w‖2 + γ

N∑
n=1

ξn (9)

where

γ
def
=

C

N
,

subject to the constraints in 8. The variable b does not appear explicitly in the target function,
but it does appear in the constraints.

The KKT Conditions The problem defined by expressions 8, 9 is restated here for convenience:

min
w,b,ξ

f(w, ξ) where f(w, ξ) =
1

2
‖w‖2 + γ

N∑
n=1

ξn (10)

subject to the constraints

yn(wTxn + b)− 1 + ξn ≥ 0 (11)

ξn ≥ 0 (12)

The Lagrangian for this problem is

L(w, b, ξ,α,β)
def
=

1

2
‖w‖2 + γ

N∑
n=1

ξn −
N∑
n=1

αn[yn(wTxn + b)− 1 + ξn]−
N∑
n=1

βnξn (13)

for which the KKT conditions are immediately found to be as follows:

∂L
∂w

= w −
N∑
n=1

αnynxn = 0 (14)

∂L
∂b

= −
N∑
n=1

αnyn = 0 (15)

∂L
∂ξn

= γ − αn − βn = 0 (16)

yn(wTxn + b)− 1 + ξn ≥ 0 (17)

ξn ≥ 0 (18)

αn ≥ 0 (19)

βn ≥ 0 (20)

αn[yn(wTxn + b)− 1 + ξn] = 0 (21)

βnξn = 0 (22)

where the last two equations are the complementarity conditions.
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Equation 16 together with inequalities 19 and 20 implies

0 ≤ αn ≤ γ .

In addition, equations 16 and 22 yield

(γ − αn) ξn = 0 (23)

which in turn implies that when αn < γ the slack variable ξn must be zero, and when ξn > 0 the
Lagrange multiplier α must be equal to γ.

Dual Formulation The dual of the convex program defined by expressions 10, 11, 12 can be
found by solving the KKT conditions for w, and ξ, and replacing the resulting expressions into the
primal Lagrangian L to obtain an expression for the dual D in terms of the Lagrange multipliers
α, β (the dual variables). In the process, the offset b drops out. Specifically, replacing equation 14
into the expression 13 for the Lagrangian and regrouping terms yields

L(w, b, ξ,α) =
1

2

N∑
m=1

N∑
n=1

αmαnymynx
T
mxn +

N∑
n=1

(γ − αn − βn)ξn

+
N∑
n=1

αn −
N∑
n=1

N∑
m=1

αmαnymynx
T
mxn − b

N∑
n=1

αnyn

and using equations 15 and 16 and adding up the two double summations yields the following
expression for the dual:

D(α) =

N∑
n=1

αn −
1

2

N∑
m=1

N∑
n=1

αmαnymynx
T
mxn . (24)

This dual is to be maximized (because the minimum of the primal in w, b, ξ is a maximum of
the dual in α), subject to the KKT constraints that are relevant to the remaining variables, and
which are summarized here for completeness:

N∑
n=1

αnyn = 0 (25)

0 ≤ αn ≤ γ (26)

Support Vectors Equation 14 states the important fact that the separating-hyperplane param-
eters w are a linear combination of the training data points xn:

w =
N∑
n=1

αnynxn (27)

and only those data points that correspond to strictly positive Lagrange multipliers (αn > 0) make
a nonzero contribution to the combination. These data points are called the support vectors, and
correspond to data points for which the constraint 17 is active. As we saw earlier, these are points
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that either meet the reference margin exactly (ξn = 0) or fall short of it (ξn > 0). In the latter
case, they may still be classified correctly (0 < ξn < 1), be on the decision boundary (ξn = 1), or
be classified incorrectly (ξn > 1).

In addition, the complementarity condition 21 shows that for support vectors (for which αn > 0)
the following equation must hold:

yn(wTxn + b)− 1 + ξn = 0

so that (using the fact that yn = 1/yn since y ∈ {1,−1})

b = yn(1− ξn)−wTxn for all support vectors.

In particular, we saw that, as a consequence of equation 23, αn < γ implies ξn = 0, and the support
vector is then exactly on the edge of the margin. We can summarize this discussion as follows:

0 < αn < γ ⇒ b = yn −wTxn .

Thus, any support vector whose Lagrange multiplier αn is strictly between 0 and γ can be used to
compute b. In practice, it is customary to average the values of b obtained from all these support
vectors for greater numerical stability:

b = 〈yn −wTxn〉0<αn<γ . (28)

Computing the Optimal Classifier Thus, to find the optimal classifier one can solve the dual
quadratic program

α∗ = arg min−D(α)

where D is defined in equation 24 and with the constraints 25 and 26 (recall that γ is a given
parameter), and then use equations 27 and 28 to find the parameters w∗ and b∗ of the optimal sep-
arating hyperplane. If desired, the value µ∗ of the optimal margin found by the training algorithm
can be recovered as

µ∗ =
1

‖w∗‖
.

because ω = ‖w‖ and because of equation 3.
A later note will look at algorithms for solving either the primal or the dual version of the SVM

training problem, and at the all-important notion of a kernel, which allows extending SVMs to
problems with nonlinear decision boundaries.
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